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Abstract—Code optimization produced by compilersare
compared for a DSP application involving aloop with multiple
memory accesses, multiplications and division operations.
Customization techniquesto improve @mde speed are
compared for abasic CISC processor (Motorola 68333 and a
more recent DSP processor (Analog Devices ADSP21061
SHARC). Techniques for maximizing usage of the parallel
instruction capability of the DSP processor are demonstrated.
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|. INTRODUCTION

DSP applicaions comein two styles. Adding to an existing
CISC processor system to provide basic DSP functionality
requires avery diff erent coding approach to real-time cde
where the limits of the processor have to be pushed. Speed
requirements for basic DSP functionality can probably be
satisfactorily handed by minor hand-customization of code
produced by an optimizing compil er. By contrast, gaining
maximum speed on a procesor capable of multiple parallel
memory and arithmetic operations requires intimate
knowledge of both algorithm and processor architecture.

In thisarticle, a amparison is made of the capabili ties of
several different compilersto produce optimized code for
the simple DSP application given in Figure 1. This code
determines the average and instantaneous power of the
valuesin a complex-number array. The code exhibits the
typicd DSP characteristics of multiple memory aacess and
ALU operations within aloop. Customization techniques to
improve mde speed are ampared for abasic CISC
microcontroller (Motorola 68332) and a more recent DSP
processor (Analog Devices ADSP21061).

II. CISC PROCESSOR CODE OPTIMIZATION

In the seventies, the code produced by a compiler could be
best described as working. Code speed meant customization
by a programmer capable of writing assembly code. Today
the optimizing compil ers avail able have changed the
situation, kut the developer must still be familiar with bah
compiler and algorithm charaderistics.
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/] short ints are 16-bit values on this machine

short int Power(short int real[ ], short int imag][ ],
short int power( ], short int Npts) {

short int count = 0;
short int totalpower = 0;
short int re_power, im_power;

for (count = 0; count < Npts; count++) {
re_power = red[count] * red[count];
im_power = imag[count] * imag[count];
power[count] = re_power + im_power;
totalpower +=re_power +im_power;

}

return (totalpower / Npts);
}

Figure 1: This DSP algorithm cdculates the power in
an array of complex numbers and returns the
instantaneous average power.

For example the Software Development Systems' Version
SDS7.4 opimizing compiler [1] generates memory accesses
using indired-indexed 6& instructions of the form

; loop counter stored in register D5

; re_poner = real[count] * real[ court];
14 MOVE.W D5,D0

EXT.L DO

ADD.L DO,DO

MOVE.L DO,D6

MOVE.W 0(A1,D6.L),D7

; D3 <-re_power
MOVE.WD7,D3
MULU.WD7,D3

This code has been optimized in the sense the memory
acassto location real[ count] has been registerized to avoid
the time penalty associated with the dual accessto the same
memory locaion. However the slow indexed addressng
mode is inappropriate for this DSP loop where the indexing
through the array is straightforward.



By contrast the Diab-Data Version 43f Compiler [2] starts
by producing RISC-like code using the basic 68K indirect
addressng modes. The pseudocode for these memory
aceEsEs hastheform

Move starting addressinto register
Move loop counter into register
Change loop counter into array offset
Add dfset to register to form address
Access memory

Thiscodeisfar less efficient than that using indexed
indired addressing modes. However the code is more
amenabl e to optimization because the common features
asociated with these simple memory accesses are
straightforward to recognize.

After optimization, the Diab Data code makes use of the
faster auto-incrementing addressng mode avail able with
the 68K processor.

// re_power = real[ count] *real[ count];
LOOP: MOVEW (Al)+, D3
MULU.W re_D3,D3

By contrast, this addressng mode is only adivated with the
SDS compil er if the DSP code is written using “ C”-code
with explicit pointer arithmetic (seeFigure 2).

In agiven situation the code generated by the Diab Data
Compiler for memory accesses will operate faster than that
produced by the SDS compil er. However the tightness of
the mde for the Motorola 68332 processor is academic as
the loop speed isdominated by the two lengthy
multiplication instructions.

short int Power(short int *red, short int *imag,
short int *power, short int Npts) {

short int count = 0;

short int totalpower = 0;

short int re_power, im_power;
short int temp;

for (count = 0; count < Npts; count++) {
re_power = *regl++;
im_power = *imag++;
temp = re_power * re_power
+im_power *im_power;
*power++ =temp;
totalpower += temp;

}

return (totalpower / Npts);
}

Figure 2: The “C"-code must be written to explicitly
use pointer arithmetic before the faster auto-
incrementing indired addressng instructions are
generated by the SDS V7.4 compil er.

On more recent processors, changes in techndogy have
meant that multiplication operations will have asmaller
effect. Other characteristics of the dgorithm
implementation become important in this stuation. Detail ed
examination of the code shows, for example, that neither
compil er recognized the @mmon expression

re_poner + im_power, leaving room for further hand
optimizaion. The output code documentation associated
with register usage was better with the SDS compil er which
provided information on what registers were avail able for
reuse.

Many DSP loops are short in length. In this stuation the
time associated with handling the loop orerhead can waste
considerable processor cycles. On the 68K processor, loop
overhead can be reduced using speciali zed instructions such
as ADD QUICK (ADDQ) rather than the more generalized
ADD instructions intended for working with large
constants. Many assemblers will automaticaly substitute
the faster ingtruction withou the need for spedfic hand-
optimization.

Other reductionsin loop averheal can be achieved by
modifying the typicd for-loop construct. This construct
results in condtional and unconditional jumps being
exeauted every loop.A do-whil e loop construct is faster and
resultsin a condtional jump within the loopand an initia
test exeauted orly once Further loop overhead can be
adchieved by changing the loopinto adown-courting
construct as siown in customized code of Figure 3. This
format makes use of the fact that the SUBTRACT
instruction implicitly sets the 68K Z-flag negating the need
for an additional explicit COMPAREat the end of the loop.
The Diab-Data Compil er, with aggresgve optimization
adivated, automaticaly generated the faster down-courting
loopformat.

[l for (count = 0; count < Npts; count++) {
MOVE.W Npts, count
BRA TEST
/l re_power = real[ count] *real[ count];
LOOP. MOVE.W (red)+, re_power
MULS.W re_power, re_power
/lim_power = imag] count] *imag][ count] ;
MOVE.W (imag)+, im_power
MULS.W im_power, im_power
/' Utilize presence of comnon expressions
// power[ count] = re_power + im_poner;
/[ totalpower += re_powner + im_power;
ADD.W re_power, im_power
MOVE.W im_power, (power)+
ADD.W im_power, total_power
/[ } handleloopend
TEST: SUBQ.W #1,count
BGE LOOP

Figure 3: Changing the format of the for-loopinto a
“down-courting do-whil e loopwith an initial jump”
can increase the loop efficiency.




1. DSP RROCESSOR CHARACTERISTICS

DSP processors have many architectural featuresto avoid
introducing unrecessary overhea into red-time DSP
appli cations where every cycleiscriticd. The following
features onthe Analog Devices ADSP2106X processor [3]
have their equivalent on other processors. However the
implementation detail s of these features can have a
profoundeffect on their usefulnessin ageneral DSP
environment.

Hardware loops. Overhead can be significantly
reduced by moving loop control into spedalized
hardware. Not only are speafic loop counter
modification and test instructions removed from the
code, bu architectural optimizations to avoid pipeline
stall s during jumps can be introduced.

Data Address Generators. Moving address
cdculationsto dedicaed hardware frees up the main
ALU for data operations. More complex addressing
modes, such asthe bit reverse FFT addressing, can be
introduced withou adding cycles to the loop cournt.
Harvard Architecture. On a CI SC processor with a
single data bus there will be continual conflict for
bandwidth between data andinstruction access. These
clashes can be reduced by the introduction of an
internal instruction cache or program memory. This
provides the processor with an internal Harvard
Architedure, which can be useful if the DSP program
codeisnat too large. On the ADSP-2106X processors
the internal program memory eff ectively occupies half
the avail able on-chip memory. The presence of an
additional instruction cache means that the 2106X
program memory is avail able for additional data
storage. This all ows for three simultaneous memory
aceEsss—two data and oreinstruction.

Paralld Instructions. The 2106X ALU is designed to
alow simultaneous multiplication, subtradion and
addition operationsto occur in parallel with the three
Memory ac@ESEs.

Single-cyclefloating point operations. The newer
processors permit floating point operations to occur
with the same speed as integer operations. Design of
DSP agorithmsis typicdly simpler with floating-point
operations. Problems with integer overflow, because of
limited word length, are removed as the processor
automaticdly renormali zes floating point numbersto
retain avalid number representation. However the
predsion associated with a 32-bit floating-point
number isonly equivalent to the predsion from a 24-
bit integer representation [4--5].

IV. CODE OPTIMIZATION ON THE SHARC PROCESSOR

The key behind fast code generationisto have the
compil er/programmer match the characteristics of the
processor architecture to those of the dgorithm. Figure 4
shows “ C"-code written to persuade the White Mountain
Visual-DSP compil er [6] to generate ade to take full
advantage of the SHARC processor architecture.

The complex-valued array is dored in data (dm) and
program (pm) memory to permit multiple red and
imaginary comporent accessesin asingle g/cle.

The loophas been urrolled to permit the optimizer to
find combinations of parall el multiplicaionand
addition instructions acrossthe two instances of the
loop code.

Ascan be seen from Figure 5, code is generated by the
optimizing compiler for a hardware loop construct with
zero-overhead. The memory aacess mode isthe equivalent
of the 68K autoincrementing addressmode. However no
use is made of the avail able dual SHARC busses athough
the cmplex-valued array was Plit acrossprogram memory
(pm) and data memory (dm). In addition ro parall el

multipli cation and addition instructions were produced.

float Power(float dm *real, float pm *imag,
float dm *power, short int Npts) {
short int count = 0;
float totalpower = 0
float re_power, im_power;
float temp;

/I Following urrolled code works for Npts divisible by 2
if ((Npts% 2) '=0) exit (0);
for (count = 0; count < Npts/ 2; count++) {

re_power = *real++;
im_power = *imag++;
temp=re_power*re_power+im_powver*im_power;
*power++ = temp;
totalpower += temp;

re_power = *real++;
im_power = *imag++;
temp=re_power*re_power+im power*im_power;
“power++ = temp;
totalpower += temp;

}

return (totalpower / Npts);

}

Figure 4: The SHARC architedure offers a Super Harvard
architectureto bring in data values along two busses, dm
and pm, in parallel and aso the aility to combine
multiplication and addition operations.




/l Conditional Test
rll=passrll,; /I chedk loop counter
if lejump(pc,_L$750014);

/I Instruction moved autside the loop
/I dm_oreandpm_onreare Modify registers = 1 to impment
/l afast post-modify operation
F13=dm(i0,dm_one); /l'real [ ] on dnm
/I Hardware loop
lentr=r11, do(pc, _L$816M4-1)until Ice

/I Accesstoimag[ | data aong pm bus as wanted
F3=pm(i8,pm_ore); //imag[ ] onpm
F8=F13*F13,
F12=F3*F3;
F13=F8+F12;

/I Part of second pat of the loop
F3=pm(i8,pm_ore); /l'imag ] onpm
F10=F10+F13
dm(il,dm_ore)=F13; // power[ ] ondm
F13=dm(i0,dm one); //real [] ondm

FO=F13*F13,
F14=F3*F3;
F13=F9+F14;

dm(il,dn one)=F13, // power[ ] on dm
F10=F10+F13;

F13=dm(i0,dm_one);
lendloop

/lreal [ ] ondm
_L$816004

Figure 5. The compil er recognizes that access can occur along
the pm data-bus but makes not attempt to parall el these
fetches with dm data-bus access or ALU operations.. It takes
7 cyclesto processone data point.

V. CusTOM PARALLEL INSTRUCTION OPTIMIZATION

Optimizing the mde generated by the Visual-DSP compil er
takes several steps.

First the basic processor resource usage involved in the
loop operations must be identified. Four basic
resources are shown in Figure 6. These are the adition
and multiplication resources and the two data busses.
By contrast to the previous code sequences, additional
memory ac@sss are deliberately used to fetch values
to the spedfic registers needed for the parall el
multiplication and addition operations. This resultsin
nontime penalty as access to on-chip memory occurs
as quickly as aacessto registers.

The register all ocation d the variables has been
changed from that suggested by the compiler. This,
together with the multiple memory accesses, isin
preparation for parall el multiplication and addition
instructions whose source operands must reside in
certain pairs of registers[3]. Thisis an inconvenience
rather than alimitation asasingle fully parallel
instruction can involve more than half of the 2106X
registers.

In Figure 7, the optimizationis further developed by
unrolli ng the loop many times and overlaying the
multiplication operations from the start of oneloop
occurrence with the addition operations from the
previous loopcode. Note that further changesin
register all ocation must occur to avoid data
dependencies between the sections of code.

The arithmetic pipeline must befill ed at the start of the
code sequence, but oncefull, this pipeline hasa
theoreticd looptime of 2 cycles with most resources
being fully occupied. Additional cycles are needed
because of the aonflicts on the dm bus, leading to an
apparent average of 3 cyclesfor ead point processed.
In Figure 8, the loop has been re-roll ed to permit use of
ahardware looprather than straight line mding. Note
the use of the PASSingtruction, essentially a SET-
FLAGS operation, as a substitute for one of the
additional memory acesses. Thisa g/cleto be
removed from the mde with the parallel instruction

F3 = PASSF4, FO= dm(0, dm zero)

involving an ALU operation combined with a memory
operation which can be described in the avail able op-
code bits The more obvious instruction

F3 = F4,F0= dm(0, dm_zero)
would involve ageneral register assignment, rather than
an ALU operation and and require more bits than
available in the SHARC opcode.[3].

With al optimizationsin place, the average g/cletime per
point has been reduced from 7 to 25 cycles.



MULTIPLICﬂTIDNi ADDITION DM DATA BUS I PM DATA BUS
| IFI] dmii0, dm_zero) IF4 pmiid, pm_zero)
: |F5 dmi{i0, dm_one) IF1 = pmii@, pm_one)
Ff=F0*Fa | |
Fit=Et=f 1 :
(F15=F7 + F11
|F1I] =F10 + F15 |

ldm(i1, dm_one) = F15

Figure 6. The reaource usage associated with the instructions to cdculate the instantaneous and average
power of anumbersin a complex-valued array.

Figure 7. The resource usage associated with 7 sets of instructions to calculate power. Note the optimal use
of the multiplication, addition and pm memory aceessresources. Resource conflicts occur with the dm
memory ac@ssresource

Figure 8. Utili zing a hardware loopto avoid pipeline stall s, the final code maximizes the use of the
resources and has a speed approaching the theoreticd maximum throughput — addition, multiplicaionand
two memory acesses all occurring in paralléel..
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